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Trying to predict the weather has been a human preoccupation since times
immemorial, and it is, on a global scale, an almost unimaginably complex
problem. In this project, we will examine how one may model and predict the
local outdoor air temperature in Højbakkegaard, in Taastrup, just outside
Copenhagen, using data which has been measured there during several years.

For the project, you have access to a data material consisting of measure-
ments of the temperature and the net radiation (as well as, possibly, the
earth heat flux and the reflected shortwave radiation). If you wish, you may
also locate and incorporate other relevant data in your model1.

Begin with inspecting the data and select a modelling set consisting of about
6-10 weeks where the temperature pattern is reasonably stable2. Select a few
of the directly following weeks as validation data, and then one week after
this as a first test data set. Also select one week during another season as a
second test data set. The overall aim of the project is that you should build
your model on your modelling set. When you are satisfied with your initial
model, you predict the air temperature of your validation data, comparing
it to the actual data; if needed, you then update your model accordingly3 .
Finally, you compute the predictions for the data in your two test sets4.

1If adding additional data, do not forget to clearly explain both what this data consist
of and where it was retrieved.

2Are there any missing samples or clear outliers? If so, how can you deal with this?
3When presenting plots of your temperature predictions, these should always be in oC

(and thus not in any differentiated or transformed data domain!).
4When computing predictions on the validation and test sets, remember to initiate the

predictions well before the beginning of the data set to allow any effects of your initial
values to be negligible, and then just report on the prediction on the actual test set.
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Your study should contain the following main parts - be careful to provide
answers to all parts asked for:

(a) Start by using only the measurements of the air temperature. Create
an initial model for the hourly temperature using the modeling set.
Plot the ACF (up to lag 50) of the model residual. Motivate why
you feel that the model is sufficiently white to proceed. Then, plot
the one-step prediction of the validation data and compare these to
the measured data. Are the predictions reasonably accurate? Plot the
ACF of the prediction residual; is it white? Compute the 7-step and
26-step predictions and plot these as compared to the measured data5.
Compute the prediction residuals and plot the corresponding ACFs.
What is the variance of the three prediction residuals? Compute and
plot the 7-step prediction of your two test sets and the variance of these
residuals. Discuss the quality of the model.
(20 marks)

(b) Investigate if your model and the predictions of the temperature are
improved if you exploit the additional measurements; it is enough to use
the net radiation data, which may be assumed to be a known signal6.
Does the external signal allow you to model the temperature without
using a seasonal operator? For both test sets, present the predictions
as compared to the measured data, the resulting ACF7, and variance
of the resulting prediction residual. Did you manage to get a better
prediction? Is the new model able to predict off-season temperatures
better than your initial model?
(20 marks)

(c) Above, you validated your model by using it to predict the temperature
during another season than the one used for constructing the model;

5Be careful that you do not get a k-step shift in your predictions, such that your
prediction appears to be ”delayed” with the k hours (you can end up with this problem
in numerous ways; the best way to avoid it is to check your code using simulated data
using some k > 1). If you cannot find the source of the problem - don’t worry too much
about it - just shift the predictions k steps to avoid corrupting the residuals, resulting in
erroneous ACF estimates, etc.

6You are of course welcome to predict these too, but this is not required.
7Although one should initiate the prediction on earlier data, the ACF should just be

for the residual of the test data sets.
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is it possible to get an improvement in your results if you recursively
update the parameters in your model? It is not unreasonable to ex-
pect that the model parameters are time varying. As a last step in
the project, you should therefore form a recursive estimation of the
parameters for the model you presented in step (b). For both test sets,
present the predictions as compared to the measured data, the result-
ing ACF, and variance of the resulting prediction residual. Show how
the estimated coefficients vary over the year. Did you manage to get a
better prediction? Is the new model able to predict off-season temper-
atures better than your initial model? Comment on your results.
(20 marks)8

The project report should contain a summary of the steps you have taken
throughout the study. The report should be written in a concise way with
relevant figures, clearly explaining your results. The resulting models and
predictors should be given in detail. Compare and discuss your results. Mo-
tivate your steps and conclusions carefully; the quality of the report will be
taken into account in the marking. However, in the interest of conciseness,
the length of the report should not exceed 30 pages.

The project can be done in groups of maximally two students. Discussions
on the project with anyone other than the teaching staff is prohibited and it
is expected that all students refrain from this. Please state on your project
that you have not collaborated with anyone when solving it and sign with
your name.

During the oral presentation, which will be about 10 minutes, it is expected
that each project member can individually motivate and explain any part in
the project solution, in detail.

Good luck - and have fun!

8In case you had problems getting your model in (b) to work properly, formulate the
recursion of your model in (a) instead; in this case, (c) is worth 15 marks.
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Data

The data is stored in the text files climateXX.dat, where XX indicates the
year of the measurements, and are organized as follows:

• Column 1: Year

• Column 2: Month

• Column 3: Day

• Column 4: Hour

• Column 5: Reflected shortwave radiation (W/m2)

• Column 6: Net radiation (W/m2)

• Column 7: Earth heat flux (W/m2)

• Column 8: Air temperature (oC)
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