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Erik Lindström



Formal purpose
I Course plan
I Examination

Informal purpose
I Forum for discussions!
I Educating the teachers



Transformation of statistics

Break trough in modeling of dependent data:

Box, George; Jenkins, Gwilym (1970). Time Series
Analysis: Forecasting and Control. San Francisco:
Holden-Day.



State of art in the seventies.

The VW Golf was introduced in 1974. It was such a
paradigm shift that all cars of this size were said to belong
to ’Golfklassen’ due to this car.



Problems with the Box-Jenkins framework
Copied from Wikipedia

Commandeur & Koopman (2007,
§10.4) argue that the Box–Jenkins
approach is fundamentally problematic.
The problem arises because in ”the
economic and social fields, real series are
never stationary however much
differencing is done”. Thus the
investigator has to face the question:
how close to stationary is close enough?
As the authors note, ”This is a hard
question to answer”. The authors further
argue that rather than using
Box–Jenkins, it is better to use state
space methods, as stationarity of the
time series is then not required.



More problems

I Differencing eliminates trends, and the model looks
good,

I in the sence of one step ahead forecasts
I However, methods like Model Predictive Control

needs good medium to long term forecasts.
I Also, black box models tends to overfit data, whereas

physically inspired models tends to do much better ,
cf. (Bhadra et al., 2011)
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Physics

I Physics is often written as (systems of) Ordinary
Differential Equations

dXt
dt = µθ(t,Xt), (1)

where Xt ∈ S ⊆ Rd and θ ∈ Θ ⊆ Rq

I Some physicists prefer the notation

dXt = µθ(t,Xt)dt (2)



SDE crash course

Stochastic Differential Equations are defined as

dXt = µθ(t,Xt)dt + σθ(t,Xt)dWt (3)

where

µθ(t,Xt) = lim
h→0

1
hE [Xt+h|Ft] (4)

σθ(t,Xt)σθ(t,Xt)
T = lim

h→0

1
hVar [Xt+h|Ft] (5)

Note: SDEs are Markov processes!
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Change of variables
Introduce a ”nice” transformation Yt = F(t,Xt) ∈ C1,2

I ODE case

dYt =
∂F
∂t dt + ∂F

∂x dXt (6)(
∂F
∂t + µθ(t,Xt)

∂F
∂x

)
dt (7)

I SDE case (The Ito formula).

dY =

(
∂F
∂t + µθ(t,Xt)

∂F
∂x +

1
2σ

2
θ(t,Xt)

∂2F
∂x2

)
dt

+ σθ(t,Xt)
∂F
∂x dWt (8)

= AFdt + σθ(t,Xt)
∂F
∂x dWt (9)
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Nice to know facts
I Multivariate version of the Ito formula are given in

e.g. (Lindström et al., 2015, p149, p150) .
I Stochastic integrals are martingales

E
[∫ T

0 σ(s,Xs)dWs|Ft
]
=

∫ t
0 σ(s,Xs)dWs

I Ito isometry

E


 b∫

a

g(s)dW(s)

2 =

b∫
a

E
[
g2(s)

]
ds. (10)

I It also applies to covariance

E

 b∫
a

g(s)dW(s)

 b∫
a

h(s)dW(s)

 =

b∫
a

E [g(s)h(s)]ds.

(11)



Simple numerical approximations
There are two popular approximations for

dXt = µθ(t,Xt)dt + σθ(t,Xt)dWt (12)

I Euler-Maruyama:

Xt+h = Xt + µθ(t,Xt)∆ + σθ(t,Xt)∆W

where ∆ = h and ∆W d
= N(0, h)

I Milstein:

Xt+h = Xt + µθ(t,Xt)∆ + σθ(t,Xt)∆W

+ σθ(t,Xt)
∂σθ(t,Xt)

∂x
(
(∆W)2 −∆

)



Simple numerical approximations
There are two popular approximations for

dXt = µθ(t,Xt)dt + σθ(t,Xt)dWt (12)

I Euler-Maruyama:

Xt+h = Xt + µθ(t,Xt)∆ + σθ(t,Xt)∆W

where ∆ = h and ∆W d
= N(0, h)

I Milstein:

Xt+h = Xt + µθ(t,Xt)∆ + σθ(t,Xt)∆W

+ σθ(t,Xt)
∂σθ(t,Xt)

∂x
(
(∆W)2 −∆

)



Lamperti transform
Milstein is more accurate than Euler-Maruyama, except
when ∂σθ(t,Xt)

∂x = 0.
I Recall that the MLE is invariant under

reparameterization.
I Thus, it makes sense to transform data when

considering parameter estimation.
I Consider dXt = µ()dt + σ()dWt and Yt = F(t,Xt)

I The the Ito formula states that

dYt = (∗)dt + σθ(t,Xt)
∂F
∂x dWt

I Thus, it may be possible, at least for simple models to
transform the model so that the diffusion term is
independent of the state variable.



ODE vs SDE

We compare dXt = 0.1Xtdt with
dXt = 0.1Xtdt + 0.1XtdWt
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Some asymptotics
I Consider the arithmetic Brownian motion

dX(t) = µdt + σdW(t) (13)

The solution is well known,
X(tn+1)−X(tn) = µ(tn+1−tn)+σ (W(tn+1)− W(tn)),
implying that each difference of observations is an
independent Gaussian random variable.

I The drift is estimated by computing the mean, and
compensating for the sampling δ = tn+1 − tn

µ̂ =
1
δN

N−1∑
n=0

X(tn+1)− X(tn). (14)

Expanding this expression reveals that the MLE for µ
is given by

µ̂ =
X(tN)− X(t0)

tN − t0
(15)



Asymptotics cont’

I The situation is different for the diffusion (σ)
parameter, as the MLE is given by

σ̂2 =
1

δ(N − 1)

N−1∑
n=0

(X(tn+1)− X(tn)− µ̂δ)2 d→ σ2χ
2(N − 1)
N − 1

(16)
which converges to the correct quantity.

I It can be shown that consistency is obtained when
tN − t0 → ∞ and N → ∞.



Parameter estimation

Several options (in increasing complexity)
I Use Euler-Maruyama or Milstein

Biased and inefficient
unless ∆ → 0.

I Estimation functions. Consistent but generally not
efficient, cf. Sørensen (2012)

I Quasi Likelihood. Consistent as it is a quadratic
estimation function. Efficiency not all too bad if ∆ is
small.Computational cost can be made O(1) for N
observations.

I MLE. Consistent and efficient but generally not
feasible.
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Transition probability density - Fokker-Planck
Consider the expectation

E [h(Xt)|F0] =

∫
h(xt)p(xt|x0)dxt (17)

and then
∂

∂tE [h(Xt)|F0] (18)

Two possible ways to compute this, direct and using the
Itō formula. Equating these yields

∂p
∂t (xt|x0) = A⋆p(xt|x0) (19)

where

A⋆p(xt) = − ∂

∂xt
(µ(·)p(xt)) +

1
2
∂2

∂x2
t

(
σ2(·)p(xt)

)
. (20)
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Example of the Fokker-Planck equation
From Lindström (2007).
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Figure: Fokker-Planck equation computed for the CKLS process



Monte Carlo estimate

Can we compute the transition density using Monte Carlo
methods.

I Pros:
I Often simple
I Scales well with the dimension

I Cons: Slow convergence compared to deterministic
methods.

Fact: Markov processes satisfies

pθ(Xt|F0) = pθ(Xt|X0)



Early ideas

I Simulate (using say Euler-Maruyama) paths between
X0 and Xt.

I Use kernel density estimators to estimate pθ(Xt|X0)

The yields

p̂(xt|x0) =
1
K

K∑
k=1

wh(xt − xk
t ) (21)

where wh is some kernel function with bandwidth h.

This leads to bias, as kernel density estimators smooths the
density. Still, the bias can be controlled as the optimal
bandwidth decreases with the number of Monte Carlo
samples.
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Pedersen idea
We can, see Pedersen (1995), write the transition density
pθ(xt|x0) with t > s > 0 as

pθ(xt|x0) =

∫
pθ(xt, xs|x0)dxs Total probability

=

∫
pθ(xt|xs, x0)pθ(xs|x0)dxs Bayes

=

∫
pθ(xt|xs)pθ(xs|x0)dxs Markov

Thus, we can generate an empirical version of pθ(xs|x0)
using Monte Carlo method

pK
θ (xs|x0) =

1
K

K∑
k=1

δ
(

xs − xk
s

)



Pedersen idea, cont

It follows that

pθ(xt|x0) ≈
∫

pθ(xt|xs)pK
θ (xs|x0)dxs

=
1
K

K∑
k=1

pθ(xt|xk
s )

I Looks like kernel density estimation,
I but is unbiased!
I Extremely easy to implement!



Example - Ornstein-Uhlenback process

Consider the model

dXt = −κXtdt + σdWt

This is a Gaussian process with conditional moments given
by

E [Xt+∆|Ft] = e−κ∆Xt

Var [Xt+∆|Ft] =
σ2

2κ
(

1 − e−2κ∆
)



Comments and limitations

I Use common random numbers or importance
sampling for parameter estimation!

I Relatively costly, although variance reduction may
help (AV, CV, IS etc.)

I Cost can be reduced by MLMC, see Lindström and
Åkerlindh (2016).

I The variance increases as t − s decreases (i.e. when
the bias decreases), cf. Stramer and Yan (2007).

I The latter can be avoided by proper importance
sampling!



Importance sampling - the Durham-Gallant
idea

Consider computing E[f(X)] =
∫

f(x)p(x)dx using Monte
Carlo.

I What about importance sampling
E[f(X)] =

∫ f(x)p(x)
q(x) q(x)dx?

I Optimal q(x) ∝ |f(x)|p(x)
I We have f(x) = pθ(xt|xs) and p(x) = pθ(xs|x0).
I Note that (Bayes)

pθ(xt, xs|x0) = pθ(xt|xs, x0)pθ(xs|x0)

= pθ(xs|xt, x0)pθ(xt|x0)

These ideas were presented in Durham and Gallant (2002).
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Durham-Gallant, cont

More general approach. Define
0 = τ0 < τ1 < . . . < τM−1 < τM = t.

pθ(xt|x0) =

∫
pθ(xτM , xτ1:τM−1 |xτ0)dxτ1:τM−1

=

∫
pθ(xτ1:τM−1 |xτ0 , xτM)pθ(xτM |xτ0)dxτ1:τM−1

So optimal sampler is given by
q(xτ1:τM−1) = pθ(xτ1:τM−1 |xτ0 , xτM) Can be decomposed as

pθ(xτ1:τM−1 |xτ0 , xτM) =
M−1∏
m=1

pθ(xτm |xτm−1 , xτM) (22)
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Derivation

Can we find a closed form approximation for
pθ(xτm |xτm−1 , xτM)?

Yes, by considering

pθ(xτm |xτm−1 , xτM) ∝ pθ(xτM |xτm)pθ(xτm |xτm−1)

Durham-Gallant (2002) suggested that the dynamics are
approximated by Euler-Maruyama like distributions

pθ(xτM |xτm) = N
(
xτM ; xτm + µθ(xτm−1)(τM − τm), σ

2(xτm−1)(τM − τm)
)

pθ(xτm |xτm−1) = N
(
xτm ; xτm−1 + µθ(xτm−1)(τm − τm−1), σ

2(xτm−1)(τm − τm−1)
)

with N(x,m,P) is a multivariate Gaussian with mean m
and covariance P. Later refined (ad hoc) by e.g. Lindström
(2012).
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Close form expressions

We have that
xτm ∼ N(x;m,P)

with

m = xτm−1 +
xτM − xτm−1

τM − τm−1
(τm − τm−1)

P =
τM − τm
τM − τm−1

σ(·)σ(·)T(τm − τm−1)

Ok, for
I Low-dimensional and/or
I frequently sampled data.



Continuous time limit
The sampler corresponds (when M → ∞) to the diffusion

dXt =
XT − Xt

T − t dt + σθ(Xt)dWt

This is an approximation of the Diffusion Bridge process
defined by X0 = x0, XT = xT and

dXt = µθ(Xt)dt + σθ(Xt)dWt

The dynamics for the bridge process is given by

dXt =
(
µθ(Xt) + [σθσ

T
θ ](Xt)∇x log pt,T(XT = xT|x)

)
dt
(23)

+ σ(Xt)dWt. (24)
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Example, Lorenz 63 model

Deterministic model
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Conditional means
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Parameter estimation

Recall the ML problem

θ̂ = arg max ℓ(θ) (25)

It would help …if ℓ(θ) is smooth.

Two alternatives

I Common random numbers
I Importance sampling.
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Importance sampling, Pedersen framework

We have some parameter, θ(l). We can the compute the
transition density for some other parameter θ by using

pθ(xt|x0) =

∫
pθ(xt|xs)pθ(xs|x0)dxs

=

∫
pθ(xt|xs)

pθ(xs|x0)

pθ(l)(xs|x0)
pθ(l)(xs|x0)dxs

Thus, generate a fixed sample from pθ(l)(xs|x0), and
estimate the transition density according to

p̂θ(xt|x0) =
1
K

K∑
k=1

pθ(xt|xk
s )

pθ(xk
s |x0)

pθ(l)(xk
s |x0)

(26)



EM algorithm

An alternative is to use the EM-algorithm. Two steps:
I Compute the intermediate quantity

Q(θ, θl) = E
[
log pθ(X,Y)|Y, θl] .

I Optimize θl+1 = arg max Q(θ, θl)

Converges under general conditions.

Consider observations y1 = yτ0 and y2 = yτM and imputed
paths xτ1:τM in-between. Collect these in the correct order
in zτ0:τM . The intermediate quantity is then given by

Q(θ, θl) = E
[∑

log pθ(zτm+1 |zτm)|Y, θl
]

(27)

The key observation is that pθ(zτm+1 |zτm) is approximately
Gaussian.
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Practical considerations

I Replace the expectation with a Monte Carlo estimate
(MCEM)

I Typically leads to closed form estimates for additive
diffusions.

I Can generate the smoothing distribution by
resampling.

I The performance can be improved further by SAEM.



Case: Ornstein-Uhlenbeck
Model: dXt = κ (θ − Xt)dt + σdWt with
κ = 1, θ = 2, σ = 4 and ∆t = 1/2. The estimators used
MImpute = 10 and KParticles = 100.
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